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Computability and Newcomb’s Problem:  

Abstract:

In the context of game theory, agents which are modeled by Turing machines have been investigated by Ken Binmore, David Canning, and others.   This paper explores a suggestion of Binmore’s, that Newcomb’s Problem may be understood as an instance of self-reference akin to the Liar paradox.


A non-technical presentation of the Halting Problem of computation theory is provided (with more technical details in footnotes).  The Newcomb situation is then analyzed first as a decision under uncertainty.   In this form, there is no optimal decision rule, nor is it possible for a predictor to be reliable.   


Analysis of Newcomb’s Problem as a probabilistic decision under risk is examined briefly, from a perspective of objective frequency in finite populations.  The main result is that the question of a predictor’s having a given degree of reliability may not be effectively decided.

Computability and Newcomb’s Problem

Newcomb's problem was developed by a physicist, William Newcomb, and first publicized by Robert Nozick
 in 1970.  It has been discussed so many times since then that it has become common to recount the problem itself only in a footnote
.  

Nozick observed, the question whether to take “one box or two” is less interesting than the ques​tion of which analytical framework should be used to make the decision.  According to the “dominance” argument, the subject doesn’t need to know whether there is money in the black box or not.  There could never be a good reason to leave behind the money which is visible in the clear box.  According to the “ex​pec​ted value” argument, any subject who takes both boxes will probably find the black box empty.  Meanwhile, those who take the black box alone should rightly expect to become millionaires.

Many authors have followed a line set out by Alan Gibbard and William Harper,
 who described two competing approaches to decision problems, which have come to be called the “evidential” and the “causal” versions of decision theory.  Evidential theories typically advocate some elaboration of the expected value calculation, while causal theories support considerations of dominance when, as in Newcomb’s problem, casual relationships back them up.  

Ken Binmore mentioned Newcomb’s problem in passing in a 1987 paper
 which studied Turing machine models of procedural rationality.  Binmore worked in the context of game theory, and his model was adapted fur further study by David Canning
 to study the Nash equilibrium.   These authors have departed from the usual assumptions of game theory by presenting each player with a copy of his opponent’s decision rules.    Sharing such information is not characteristic of game situations, but fortunately for our purposes, it is a basic assumption of Newcomb’s problem.  This paper will depart from the familiar analyses of Newcomb’s problem, in favor of applying the ideas of Binmore and Canning.  Here, those ideas  operate more naturally.  I will discuss the possibility and limitations for prediction and choice procedures for decisions under uncertainty.  I will close with a brief discussion of open questions in the probabilistic analysis of computable choice procedures.

Revised Newcomb problem with computers

A substantial and new set of questions arises if the experimental subject is imagined not as a human individual, but rather as an abstract process.  From the time of its inception by John von Neumann and Oskar Morgen​stern
, game theory has been intended to model the economic behavior of corporations and other abstract agents.  Most philosophical discussion of decision theory has focused on the decision processes of human subjects.  Decision processes which are characteristic of other economic agents have been neglected.

In the abstract version of Newcomb's problem, the task of the subject is not to make the choice between one or both boxes himself, but rather to submit a computer program which will make the decision for him.  Input to the decision program will be a description of the decision problem to be solved (e.g., Newcomb’s problem) in some standardized notation
.  We can assume that if the computer displays the number one, the experimenter will treat that as a selection of only the black box, while if the computer dis​plays the number two, then both boxes will have been selected.  Any other behavior will be treated as a failure to choose at all.  

The experimenter in this case will not administer questionnaires or make measurements of the subject.  Rather, in this version of the problem we will assume that the experimenter requires the subject to present her with a copy of his decision program, and that she will be free to examine this program
.  On the basis of her examination, she will predict whether the submitted program will display the number one or two, when the stan​dard​ized representation of Newcomb's problem is read as input
. As usual, if she predicts that “one” will be displayed, she puts a million dollars into the black box, otherwise she leaves it empty.  Again, the subject will receive the contents of those boxes which are selected by his program.

Now that the problem has been restated, there are two questions we might ask.  First, what sort of program should the subject offer to the experi​menter?  Second, can we be confident that the experimenter will be reliable in predicting the output of the decision programs which are submitted to her? 

It might appear unexceptionable that a subject should be sure to submit a program that, at the least, will reliably display either a one or a two, and reach its conclusion as rapidly as possible.  Notice that if this is done by all subjects, then the reliability of the experimenter should be assured, since she could make her predictions by simply making a trial run of the submitted program.  What has been described as a “prediction” on her part would take on the nature of an “observation,” and there would seem to be no room for error at all.

An Explanation of the Halting Problem

The choice is not so simple.  We are all familiar with computer programs which “hang” or get “caught in a loop.”  Alan Turing proved in 1936
 that the problem of identifying programs that would loop forever was un​solvable.  No computer program, or any other effective procedure, can re​liably say whether any arbitrary submitted program will display a valid out​put and halt, or go into a loop and never be heard from again.

Here is an informal explanation why.  Suppose there was such a pro​gram, a “Halting predictor”, which could always accurately say whether any other program submitted to it would halt.  Now, every computer program is a finite list of instructions, and can be saved in a library of programs, as a subroutine.  Therefore there will be some program, a “Halting deceiver,” which refers to the purported Halting predictor as such a subroutine, and uses logic such as in the following two-statement schema:

Halting_Deceiver:

Statement_1:


If (“Halting_predictor” predicts “Halting_Deceiver” will halt)



Then Go To Statement_1.

Statement_2:



Halt.

The deceiver program operates by forcing the purported predictor to reveal its prediction regarding the deceiver itself, then deliberately doing the opposite.  It executes an infinite loop in its own “Statement_1” if and only if the Halting Predictor says it will halt.

It will be useful to observe here that the argument just presented, while informally sound, is not “constructive.”  In a constructive proof, an effective procedure is defined for writing out a fully specific example of whatever object is claimed to exist.  The informal argument above does not explain how the Halting Deceiver program will refer to itself, and is therefore not constructive.  In Turing’s 1936 proof, he did give an effective procedure for constructing the required self-referential counterexample
.   In the discussion which follows, I will make significant use of the distinction between constructive and non-constructive proofs.

Unreliable Predictors and Non-Optimal Decision Rules

With the Halting problem in mind, we can see immediately that the experi​menter cannot be completely accurate if she is required to use an effective pro​cedure (such as another computer program) to predict the choices of the decision programs.   If it is unpredictable whether a program will halt, then it is also unpredictable whether its output would be one or two.

Once it is established that predictions will be unreliable, the pos​si​bility is opened that decision programs may increase their expected returns by exploiting the predictor’s fallibility.  Rather than simply taking both boxes, a decision program can obtain the highest payoff for its user if the program appears to favor the black box alone, but can deceive the predictor and instead take both boxes.  

Just as no predictor can be correct for all choosers, there is no way for a decision program to assure itself of the highest payoff against all predic​tors.  The proofs of these assertions are exactly parallel, and are con​structive when Turing’s method is used.  Therefore, there can be no optimal effective decision procedure
.   Whenever a decision program can suc​cess​fully deceive some predictors, we can construct new predictors which will not be deceived.  But those new predictors will in turn be deceivable by constructible decision programs.  In fact, for any prediction program the experimenter might attempt to use, there are infinitely many different subject programs which deceive the predictor.  

The tactic of seeking to deceive the predictor will now take center stage.  The rest of this paper will resemble a game of cat and mouse, as the possibility of choosing a program to deceive the predictor will appear and then recede, as we review the effects of various further assump​tions on the problem.

Finite Populations

The argument so far has appealed to the infinite collection of potential decision programs.  This is contrary to the spirit of the original Newcomb problem, since if we assume that the human population is being studied, then there is a finite pool of subjects.  Can we say anything different re​gar​ding a prediction program which might be responsible for anticipating the behavior of only a finite set of abstract subjects?

First we must note that although the Halting problem is unsolvable in general, we are no longer considering the general case.  Once a specific finite set of programs is given, there is certainly some program which will be correct in predicting the result of every one.  As long as there is a fact of the matter regarding the ultimate outcome for each of the programs in the set, then it is trivial to describe a table in which the predictor program can simply look up the results it needs.  The table simply has two columns, the first column identifying each one of the decision programs for the given set.  The second column would then state the outcome for each program, whether one, two, or "doesn't halt."  If such a table could be prepared, then the predictor would clearly have no further challenges.

Although it is guaranteed that such a table will exist, constructing the table (or validating a proposed table) is again an unsolvable problem.  To validate a table would require examining every line in the table, and verifying that the specified program will have stated the outcome.  But if it were possible to reliably check the value on every line of any table, then we would have a solution for the general Halting problem after all, and we know that cannot be.

In order to have a reliable means of constructing or validating a prediction program, we would need to know not only that there is a finite number of subjects to be predicted, but also that the set of possible pro​grams the subjects might choose from is finite.  This is especially im​plausible in the case of artificial persons such as corporations, which can be expected to invest in research on matters of decision policy.  

Nor is crea​tivity or originality restricted to artificial persons.  It will not help much to suppose that there is a practical upper limit to the size of programs an individual might conceive.  Programs may be defined in any language or notation, and such notations may be highly compressed.  In fact, given any finite (but arbitrarily large) number of characters N, there will be some system of notation such that programs which have length N in a standard notation will have trivial size in the compressed notation.

To summarize the results thus far, we have seen that no single pre​dic​tion program can be accurate for all subjects.  Nor can one decision program deceive all predictors.  We have seen that for a given finite set of decision programs, there must be some predictor which is always correct for every de​ci​sion program within that set.  However, there is no way to con​struct such a program if we do not have it already, nor is there a universally reliable way to validate such a program if one were proposed.

Probabilistic Analysis 

As a final step to the reconstruction of Newcomb’s problem as originally discussed, let's consider the existence of predictors which are not expected to be perfect, but only to be accurate in a probabilistic sense.  A discussion in terms of subjective probability would be interesting, but I will not attempt to supply one here.  I will restrict myself to a few observations within a perspective of objective chance in a finite population.

If we assume that the predictor employs a fixed procedure while the population of choosers is allowed to adjust its programs in response, then it is impossible for a predictor to have any positive degree of reliability.  Since there are infinitely many decision programs for which any predictor will fail, it is easy, given a specific fixed predictor, to assemble a population in which its probability of success will be zero.  So our experimenter would do well to avoid publicizing the details of her prediction procedure, because that would guarantee the complete failure of her experiment.

So, with a given finite population of subjects, not allowed to modify their decision programs, and granting a degree of freedom only to the predictor, what can we say about a prediction program which is hoped to accurately predict some, but not all of the subjects?  We have already seen that a perfectly accurate predictor must exist for any given finite set, although there can be no universally effective procedure to construct (or verify) such a predictor.

Might there be techniques which are not partially or probabilistically effective for constructing a predictor?  Defining such a probabilistic construction is complex.  We might naturally ask what is the percentage accuracy of a certain predictor.  If we are not circumspect, the prospect of answering that question exposes another contradiction. For, the attempt to apply the predictor in turn to each subject in any  population will amount to the capacity to predict the outcome of any program, which cannot be true.

We  can have a partial answer to a question of partial reliability by using a more sophisticated technique of “parallel processing”.  Given a population with a number of individuals N, and a predictor of putative reliability X%, we might apply multiple instances of a prediction program in parallel to each member of the population.  We might envision, for a population having N subjects, a room with an equal number of computers, each computer performing whatever analysis the predictor’s theory would require.  If at some point in time, X% of the N machines have completed, then the predictor will know either that her procedure is successful, or how to make it so.  Any non-halting instances could go on and run forever, which shows that this argument does not violate the unsolvability of the halting problem.

However, until the threshold has been reached, there is no way to tell if the subjects do in fact make up a population in which the predictor will have the required reliability.  There will be some populations for which the predictor is perfectly right, and some for which the predictor is perfectly wrong.  For any subject, there is no way to tell the difference, except to wait.  This seems to be as close to a realization of the Newcomb situation as is possible.

Conclusion

Within the computability framework, there are good grounds for saying that Newcomb’s problem is unsolvable, just as there are grounds to say that it cannot be realized.  These two aspects of the problem are interdependent.  Perhaps it is obvious that if there were a clear solution, then all rational subjects would be predictable.  The converse is apparently true also, although not so obvious.
  The two parallel unrealized possibilities within Newcomb’s problem in turn establish the results, that for decision problems which involve the sort of self-referential prediction characteristic of Newcomb’s problem there can be no optimal effective decision procedure, and that no effective procedure can predict rational choice behavior.

Newcomb’s problem has been seen as an instance of irrational behavior being deliberately rewarded,
 but after the analysis above, that description seems misplaced.   The predictor has access only to the subject’s methods of calculation, not to the subject’s rationality itself.  It is an open question whether rationality is to be identified with a specific form of calculation.

� Originally published as “Newcomb’s Problem and Two Principles of Choice,” in Essays in Honor of Carl G. Hempel (1970).  Reprinted in Paradoxes of Rationality and Cooperation: Prisoner’s Dilemma and Newcomb’s Problem, ed. Richmond Campbell and Lanning Sowden (Vancouver: University of British Columbia Press, 1985).


� Suppose a psychologist is testing a theory regarding human behavior in situations involving large sums of money.  She has an unlimited amount of cash to use as incentives.  She poses to each subject a choice involving two money boxes, one clear and one black.  The subject will be allowed to choose either the black box alone, or both boxes together.  After making his choice, the subject will keep the contents of the boxes he has chosen.


The clear box will always contain one thousand dollars, for every subject.  The black box will contain either one million dollars or nothing, according to rules that will be explained to each subject.  All aspects of the situation are public, and are explained to each subject.


Before asking the subject to make his choice, the experimenter collects and analyzes information about the subject.  (We may imagine at this point any process, however complex - questionnaires, EEG's, life histories, etc.).   Then the experimenter will use the theory under test to predict whether the subject will take both boxes, or only the black one.  If the theory predicts that the subject will take only the black box, then the experimenter places the million dollars in the box.  Otherwise, she leaves it empty.


To summarize with a table, here are the options available to the subject, along with the amounts of money he will collect, based on the possible contents of the black box:


					Black Box		Black Box 	


					Filled			Empty 	


Take Black Box Only			$1,000,000		$0	


Take Both Boxes			$1,001,000		$1,000	


Within each column of this table, the second row entry is greater than the first row.  In a configuration like this, the second row is said to “dominate” the first.


Of course, since it is a theory which is being tested in this experiment, there is a chance for each subject that the theory's prediction will be incorrect.  We may assume that the subject will attribute a high probability of success to the predictor’s theory, perhaps on the basis of having seen other subjects make their own choices.  To summarize with another table, here are the choices open to the subject, this time with the payoffs based on the theory's accuracy for him:


					Theory			Theory


					 Right			Wrong


Take Black Box Only			$1,000,000		$0


Take Both Boxes			$1,000			$1,001,000





In this table, there is no dominant row, but we may note that each column can be given a weight proportional to its probability.  Since the second column is assumed to be highly improbable, there is good reason to discount the chance of receiving the outcomes cited there.


� Allan Gibbard and William Harper, “Counterfactuals and Two Kinds of Expected Utility” in Foundations and Applications of Decision Theory, ed. C. A. Hooker et al. (Dordrecht: Reidel, 1978).  Reprinted in Paradoxes of Rationality and Cooperation, op. cit.  For an exception, see e.g., Kent Bach, “Newcomb’s Problem: The Million Dollar Solution,” Can. J. Phil., 17 (2) 409-426, Jun 1987.


� Ken Binmore, “Modeling Rational Players I”, Economics and Philosophy  v.3, 1987.  pp. 179-214.


� David Canning, “Rationality, Computability, and Nash Equilibrium,” Econometrica, Vol. 60, No. 4 (July, 1992).   pp. 877-888.


� John von Neumann and Oskar Morgenstern, Theory of Games and Economic Behavior (2d ed., Princeton: Princeton University Press, 1947)


� Familiar notations for decision theory based on matrices or Boolean algebra lack the formal complexity needed to represent a self-referential expression.  For examples, see the system of compound lotteries (as in R.D.Luce and H. Raiffa, Games and Decisions, New York: Wiley, 1957), utility-valued functions from a space of states (as in L. J. Savage, The Foundations of Statistics(New York: John Wiley, 1954), or the atom-free Boolean algebra (as in R. C. Jeffery, The Logic of Decision (2d ed., Chicago: Chicago University Press, 1983).  


For this paper, a decision under uncertainty may be represented by a Turing machine (TM) with four tapes.  One would contain outcome values from the standard normal-form game matrix.  Next, encoded TM instructions for a program which will select the state of nature.  Third, the encoded TM instructions of the decision program, which will be allowed to examine only tapes 1 and 2.  Fourth is a tape with arbitrary information, hidden from the chooser.  Encoding the usual decision problems in this framework is easy.


To represent Newcomb’s problem, the hidden (fourth) tape would contain the prediction program.  The state-setting program on the second tape would have the capacity to execute the instructions of the prediction program (i.e, would include a universal TM), and thereby examine the decision program in any effective manner.


� The set of all decision programs can be organized into a list (see the following footnote regarding a list for decision problems).  Once that list is defined, then the subject need not provide the text of his program to the predictor, but could just as well provide the index number.


� Whatever notation is used, the set of all the problem descriptions can be placed in order within an infinitely long list, as follows.  First on the list will be a group of all the single-character descriptions, in alphabetical order.  Then follow all the two-character descriptions, also in alphabetical order.  Every problem description will have a unique position in this list, and therefore each problem description can be uniquely associated with a positive integer.  This creates a Gödel numbering of the decision problems.  Thus the input to a decision program might as well be a single number: the index number of the problem description.


� Alan M. Turing, “On Computable Numbers, with an application to the En�tsheidungs�problem” Proceedings of the London Mathematical Society, ser. 2, vol. 42 (1936-7); Reprinted in Martin Davis, ed. The Undecidable (New York: Raven Press, 1965)


� A useful account of the needed concept is given in Rogers, Theory of Recursive Functions and Effective Computability (New York: McGraw-Hill, 1967), where the result is called “The s-m-n theorem.”  “S” is an effectively computable function of “m+1” variables.  The function “S” computes the index number (i.e. Gödel number) of a new function which, will in turn use “n” variables. 


The arguments of the function S are:


The index number I of any computer program 


Certain other numbers C1… Cm (i.e., as many as “m”), representing references to constant values which might appear in the program statements.


The “output” value of the function is the number of a program which is the result of substituting C1… Cm into the text of the computer program identified by index number I. 


The computable substitution function “S” allows us to use a proof technique called “diagonalization.”  With diagonalization, we need not assume that our language of computer programs has referring expressions to denote programs themselves, such as the names “Halting_Predictor” or “Halting_Deceiver” in the example.  


Diagonalization operates by envisioning an infinitely long and wide table which has one row for each computable function and a column for each possible input value for the functions.  Self-reference can occur along the diagonal of this table, where the Gödel number of the function is equal to the input value.


� Robert Nozick anticipated this point in The Nature of Rationality, at page 47.


� Rudy Rucker has made this observation independently, in private correspondence.


� The set of triples {<predictor, population, x%> | ‘predictor is x% reliable for population’} is recursively enumerable, but not recursive.


� Howard Sobel has thoroughly examined the style of Newcomb problem which involves a necessarily infallible predictor.  See his “Infallible Predictors”, Philosophical Review 97 (1988)  pp 3-24. 


� Gibbard and Harper, op. cit.
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